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Abstract

Most creative practitioners already publish somewhere online — usually on social
media — and many do so with a growing unease: reach that quietly shrinks, rules
that change without notice, the sense of building on ground they don't own. The
alternatives are many, but so is the noise: every service insists it is the obvious
choice. This article sets that aside and maps the landscape objectively: six ways to
publish on the web today, each on its own terms — social media platforms among
them, alongside federated social networks, newsletter platforms, portfolio and
website builders, hosted CMS platforms, and self-hosted websites. Each carries
genuine advantages and genuine pitfalls, from algorithmic reach and content
moderation to export limits and account portability. Two throughlines recur: the
value of a custom domain — cheap, and independent of any single option — and
of POSSE, publishing on your own site first and syndicating to platforms after.
The article closes with a recommendation, marked explicitly as the author's
opinion rather than a technical fact: that a self-hosted site, paired with email and
with platforms used for discovery rather than depended on, is the most durable
combination available.

Introduction

In late May 2025, Instagram began suspending thousands of accounts
through faulty automated moderation: new Al systems flagging innocent
content as violations, with appeals answered by more automated messages.
Among those locked out were paying Meta Verified subscribers who had
signed up specifically for account protection and still could not reach a
human reviewer (BGR, June 2025; the incident is documented in the OECD
AT Incidents Monitor). Illustrators, fitness coaches, small businesses: years
of posts and follower relationships were gone without explanation. Most

recovered their accounts after days or weeks of appeals. Some did not.

Four months earlier, TikTok had gone dark for roughly fourteen hours across
the United States after the Supreme Court upheld a federal divest-or-ban law
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(TechCrunch, January 2025). An estimated 170 million American users lost
access overnight. In its own court filings, TikTok had estimated that a one-
month shutdown would cost US creators around $300 million in lost earnings
(CNBCQ). Service resumed only after the incoming president signalled he
would delay enforcement. Creative practitioners watching this had no good
answer to a simple question: if the platform disappears, where does the work
go?

These are not edge cases. They are the logical consequence of a particular
arrangement: content published on platforms belongs, in every structural
sense, to those platforms. The creator is a tenant, not an owner.

But platform risk is only half of what makes this question hard. The other
half is noise. Publishing on the web has become bewilderingly diverse —
dozens of services, media, and technologies, each commercial one insisting it
is the obvious choice, many built on incompatible assumptions about what
publishing is even for. Faced with contradictory advice delivered at volume,
a lot of people do the understandable thing: they stall, or they stay where
they are and feel vaguely wrong about it. What follows is an attempt to lower
that noise — to map the main options on their own terms, neither selling nor
dismissing any of them, so the choice can be made deliberately rather than by
default.

This article asks a practical question: how can creative practitioners publish
on the internet today? Here, “creative practitioners” means authors, artists,
designers, educators, and researchers — anyone who produces original work
and needs a way to share it with an audience. And “publish” means
something specific: making work available persistently, so it can be found,
read, and returned to. Not a group chat. Not an ephemeral story. A body of

work.

Six options exist: social media platforms, federated social networks,
newsletter platforms, portfolio and website builders, hosted content
management platforms, and self-hosted websites. This article maps each on
its own terms, with its genuine advantages and genuine pitfalls. There is a
recommendation at the end — but marked explicitly as the author’s opinion,
not as the objectively correct answer.

What the web was built for

It helps to remember that the web was not designed as a marketplace for
attention. Tim Berners-Lee proposed it at CERN in March 1989 because
physicists needed to share information across incompatible systems without
going through gatekeepers — the founding document is a research memo
titled “Information Management: A Proposal”, on which his supervisor
famously scribbled “vague but exciting”. The first website, published in
December 1990, described the project itself. The design was deliberately
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decentralised: anyone could put up a server, anyone could link to anyone, no
permission required (CERN, A short history of the Web). This was a
genuinely new arrangement. Print, radio and television broadcast from a few
to many; the web was the first mass medium in which the many could
publish too. In April 1993, CERN released the underlying code royalty-free
into the public domain. Berners-Lee later put the principle plainly: “You
can’t propose that something be a universal space and at the same time keep
control of it” (Berners-Lee, W3C FAQ).

Publishing your own work, on your own address, for anyone to read: this is
not a nostalgic niche practice. It is what the web was built for. A personal
website is not backward-looking; it is the original. The very first website was
already an instance of this: a research institute publishing its own work, on
its own server, for anyone to read — no publisher, no platform in between.
That model never disappeared. It lives on wherever a university, a research
group, or an individual researcher keeps its output on a site it controls, and
most visibly in arXiv, launched in 1991, through which physicists,
mathematicians and computer scientists still self-publish preprints — fast,
open, unfiltered — while much of the rest of academia routed its publishing
through commercial intermediaries. arXiv, though, is only a partial version of
the idea: for all its openness it remains a central platform — one repository,
run by one institution — carrying the same dependency this article warns
about, in a milder, non-commercial form. The dynamic that captured
academic publishing — prestige and distribution concentrated in third parties
who set the rules — is structurally the same one creative practitioners now
face with platforms. That parallel deserves its own article; here it serves as
orientation. The options below differ, at bottom, in one dimension: how
much of the original arrangement — your work, your address, your rules —

each of them preserves.

One decision before all others: your own domain

One piece of the original arrangement can be secured independently of
everything that follows: the address. A domain costs roughly €10-15 a year
and requires no technical knowledge to acquire: an account at a registrar
(e.g. INWX, Namecheap, Porkbun) is enough. Connecting it to a specific
service is a separate step, and slightly more technical. You add a DNS record
that the target platform specifies — usually with a guided setup and a short
wait while the change takes effect. Almost every option reviewed below
supports this. Website builders, hosted CMS platforms, and newsletter
services support custom domains. Ghost includes them; Substack charges a
one-time $50 fee. On Bluesky, the domain can even be your handle. And on
the platforms that support none of this, Instagram and TikTok, it can at least
be the link in your bio — a simple links page on your own domain does what
Linktree does, minus one more dependency.
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Publishing under your own domain changes who benefits from the address
over time. Every link shared, every bookmark saved, every bit of search
reputation earned points at an address you keep. Switch services, and the
address follows you rather than staying behind as
yourname.substack.comor yourname.wixsite.com. It is also
the rare address on the internet stable enough to be worth remembering: the
people who know your work can commit it to memory, save it, and return to
it years later, regardless of which platforms rise or vanish in between.

To be clear: a domain preserves the address, not what lives behind it.
Platform-side followers and comments do not transfer because a domain
points somewhere new, and deep links to individual pages break unless the
new service can reproduce your old URL structure or redirect it. Coverage
can also be uneven across channels on a given platform — on Substack, a
custom domain covers the website but, by design, never the email channel;
newsletters are still sent from a substack.com address. A domain reduces
switching costs; it does not eliminate them.

Still: of everything in this article, this is the cheapest insurance available, and
the one decision that does not require choosing a publishing option first.

The options landscape

The following maps the six main publishing options available to creative
practitioners today. Each is assessed on its own terms. Every source is linked
inline; the academic works and the main reporting and primary documents
are also collected at the end.

1. Social media platforms
Instagram, TikTok, Behance, Dribbble, Pinterest, LinkedIn

Advantages

“Social media” here spans two different kinds of platform: the mass
recommendation feeds (Instagram, TikTok) and the portfolio-oriented
networks (Behance, Dribbble; Pinterest and LinkedIn sit in between). They
share the dependency and ownership risks catalogued below, but differ in
how reach and discovery work — the algorithmic-reach mechanics described
here apply most strongly to the mass feeds.

Social media platforms offer the lowest barrier to entry of any publishing
option. Setup is free, takes minutes, no technical knowledge is required, and
the built-in audience is massive. TikTok’s recommendation engine in
particular can surface new creators to large audiences with no prior following
— a discovery mechanism no other publishing venue currently matches at
scale. Built-in social interactions (likes, comments, shares, follows) create

immediate feedback loops and a sense of community.

Pitfalls
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Algorithmic control of reach. Organic reach on social media — the share of
an account’s followers who see a post without paid promotion — has broadly
declined over the past decade, and a following no longer guarantees an
audience. The precise numbers, though, are unreliable and volatile: vendor
benchmarks for a typical Instagram post range from the mid-single digits to
around 10% of followers, varying by method, by month, and by account size,
and the trackers recompute every month (Social Status benchmark;
Socialinsider). Facebook’s organic reach for pages runs lower, generally
under 2% (down from around 16% in 2012). A common explanation is
structural — platforms profit from advertising, which gives them an
incentive to make organic reach scarce — though the decline also reflects
simple crowding: ever more content competing for the same attention. These
figures come from social-media-analytics vendors whose business benefits
from a “reach is dying” narrative, not from independent research; see the
note on evidence at the end.

The algorithm shapes the work, not only its reach. Engagement-based
ranking — the system that orders each feed by predicted likes, comments,
and shares — does not reward all content equally. Independent research finds
that moral and emotional language, especially expressions of outrage,
spreads markedly further than neutral content (Brady et al., 2017; Crockett,
2017). Platforms’ own internal studies reached the same conclusion:
documents disclosed by whistleblower Frances Haugen in 2021 showed that
Facebook’s engagement-weighted ranking amplified anger and divisive
content, and that this was understood internally (Wall Street Journal, 2021).
Whether or not the outcome is intended, the incentive it creates for creators is
concrete. To stay visible, a creator is pushed toward posting that is frequent,
emotionally charged, and short (the qualities the ranking rewards) and away
from slower or more considered work. And because feeds interleave posts,
even careful work appears side by side with the outrage and noise the same
system promotes. The medium does not stay neutral toward what is made in
it.

Surveillance capitalism and extractivism. Social media runs on a business
model that scholars have named in strong terms. Shoshana Zuboff (2019)
calls it “surveillance capitalism”: the unilateral harvesting of user behaviour
as raw material for behavioural prediction products sold to advertisers.
Couldry and Mejias (2019) go further, describing the same extraction in
colonial terms — life converted into data, appropriated as a free resource.
Nick Srnicek (2016) situates both within “platform capitalism”: a business
model in which data extraction and network effects, rather than making and
selling things, are the economic engine. Whichever framing one accepts, the
structural point is plain: every post, like, and follower interaction feeds an
apparatus the creator neither controls nor financially benefits from. The
creative work builds the platform’s value, not the creator’s. That extraction
now reaches the creative work itself. Terms of service typically grant
platforms broad, sublicensable rights over what users upload, and several
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have turned this into Al-training revenue: Google licenses Reddit content for
a reported $60 million a year, and Automattic supplies Tumblr and
WordPress.com posts to OpenAl and Midjourney, with any opt-out honoured
only as a request. The work is no longer just packaging for ads; it is training
data sold on.

Parasocial drift. Researcher danah boyd (2026, open access) argues that
social media has structurally shifted from enabling two-way social
interaction to producing one-way parasocial consumption: most users scroll
rather than post, and feeds are dominated by professionalised creators and
algorithmically curated content. Her conclusion is blunt — these tools should
no longer be called social media but “parasocial media.” In boyd’s analysis,
platforms moved in this direction because keeping users scrolling proved
more profitable than helping them connect. Her diagnosis extends a shift
José van Dijck (2013) traced a decade earlier: platforms re-engineer human
connection into measurable, monetisable “connectivity.”

Moderation without accountability. Content moderation at platform scale is
necessarily automated, and its errors land on individuals with no reliable
appeal. Tarleton Gillespie (2018) shows that moderation is not a minor side
function but central to what platforms are and do. And platforms moderate in
their own interest, not the creator’s. The 2025 Instagram ban wave (see

introduction) is what this looks like in practice.

Platform instability and content loss. Relying on a platform means accepting
that it can disappear, change its rules, or remove your account at any time.
This power is not informal — it is written into the platform’s terms of
service, a long contract that grants the platform broad rights and that almost
no user reads (Obar & Oeldorf-Hirsch, 2020). It weighs even heavier on
“free” services, where the user is not a paying customer but the product sold
to advertisers. And as the Meta Verified suspensions showed (see
introduction), even paying secures little. The TikTok blackout of January
2025 and the Instagram suspension wave of mid-2025 are recent illustrations,
not anomalies.

No ownership. Content published on social media is stored on the platform’s
servers, under the platform’s terms of service. The creator has no guaranteed

right to their archive, their follower list, or continued access.

2. Federated social networks
Mastodon, Pixelfed, PeerTube (ActivityPub / Fediverse) — Bluesky (AT
Protocol)

Advantages

Federated social networks are structurally different from commercial
platforms. The Fediverse is a network of independent servers running open-
source software and communicating via the W3C-standardised ActivityPub

protocol. Currently that includes Mastodon (mainly text and links), Pixelfed
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(images), PeerTube (video), and others. Bluesky runs on the AT Protocol, a
separate federated architecture with a stronger emphasis on portable identity.

Neither ecosystem is advertising-driven at the protocol level. Chronological
follower feeds are the default; posts reach followers without algorithmic
filtering. The communities are far smaller than on mainstream platforms, but
practitioners often report more substantive interaction there, though this rests

on experience reports rather than systematic evidence.

A low barrier to entry, too. Joining is much like joining a commercial
platform: creating an account on an existing server is free, takes minutes, and
needs no technical knowledge — the main added step is choosing which
server to sign up on. The interfaces and mobile apps are less polished than
those of the large commercial platforms and the onboarding is a little
rougher, but the practical effort of getting started is comparable.

Portable identity (AT Protocol advantage). Bluesky’s AT Protocol uses
decentralised identifiers that can be anchored to a domain you control —
your handle can be your own website address, not a name on someone else’s
server. ActivityPub’s identity model is weaker in this respect: your identity is

tied to your instance’s domain.
Pitfalls

The server administrator is still a control point. Whether on Mastodon or
Bluesky, your account lives on a server operated by someone else —
typically a volunteer or small non-profit rather than an ad-funded
corporation, but still a third party with administrative power. If your instance
closes or changes policy, you can migrate, but with friction.

Account portability is incomplete. ActivityPub supports account migration —
followers can be transferred to a new instance — but posts do not migrate;
your archive stays behind. AT Protocol’s design promises stronger
portability, but it is not yet fully realised in practice.

Audience size is small. Mastodon counts around 10.5 million registered
accounts but under one million monthly active users (Mastodon statistics,
2026). Bluesky has grown much faster — past 43 million registered accounts
by early 2026, with monthly actives estimated in the millions, though figures
vary widely by source (Sprout Social). Both are a small fraction of
Instagram’s or TikTok’s audience. For creators whose goal is maximum
reach, federated networks are not currently competitive.

Discovery is slow, and defederation is a risk. The absence of an amplifying
algorithm cuts both ways: chronological feeds mean nothing pushes your
posts to people who don’t already follow you, so growth leans on hashtags,
reposts, and word of mouth. Bluesky softens this with non-algorithmic aids
— most visibly Starter Packs, shareable lists of accounts a newcomer can
follow in one tap — though these surface accounts, not posts. And reach

between servers is not guaranteed: an instance can be defederated, blocked
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wholesale by others (usually over moderation disputes), cutting you off from
those communities regardless of what you personally did.

The two ecosystems interoperate only through a bridge. ActivityPub and AT
Protocol are separate, incompatible standards. Bridgy Fed, a community-run
service, now bridges them — Mastodon and Bluesky users can follow each
other across the divide (TechCrunch; EFF guide) — but the bridge is opt-in
on both sides, run by volunteers, and lossy at the edges. A presence in one
ecosystem does not automatically reach the other.

Bluesky PBC is still a company. Despite the open protocol, Bluesky’s main
application is operated by a US company with venture capital investment.
The risk profile differs from a corporate platform but is not zero.

3. Newsletter platforms
Substack, Ghost, beehiiv

Advantages

A newsletter may seem out of place in an article about publishing on the
web, since its core channel is email. It belongs here because modern
newsletter platforms are also web publishers: every issue is posted as a
public web page with its own address, so the archive is a website in its own
right, and email is simply the notification layer on top of it.

Newsletter platforms offer a direct relationship with subscribers via email —
a channel not owned by any single platform and not ranked by an
engagement algorithm the way a social feed is. Once someone subscribes,
every issue lands in their inbox. The subscriber list is, in principle, portable.

Substack is the easiest entry point, and its recommendation network provides
real discovery. It is one of the few non-social-media mechanisms through
which new writers reach an audience without an existing following. Ghost is
open source and run by a non-profit foundation; in version 6.0 (August 2025)
it added native ActivityPub support, turning every publication into a
followable presence on the open social web (TechCrunch). beehiiv sits
between the two, aimed at growth-focused creators: a free tier up to 2,500
subscribers, a flat monthly fee instead of a revenue share, and aggressive
growth tooling — referral programs, an ad network, cross-promotion. For a
side-by-side of the three, see this practitioner comparison — one author’s
take, not an independent benchmark.

Pitfalls

“Owning your audience” is more nuanced than it appears. A portable email
list is not the same as a portable audience. Writers who successfully migrate
off Substack tend to be those whose readers would have followed them
anywhere — they had already built independent relationships. Writers
dependent on Substack’s recommendation engine for growth lose that
mechanism the day they leave.
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Paid subscribers you cannot take with you. Substack takes a cut of
subscription revenue on top of payment-processing fees, but the sharper
problem is ownership, not price. Since mid-2025, subscriptions bought inside
the iOS app run through Apple’s in-app purchase system, and Apple — not
the writer — owns the billing relationship for those subscribers: they do not
appear in the writer’s own Stripe account and cannot simply be taken along if
the writer leaves (Isabelle Roughol). A US court ruling now lets writers offer
a cheaper web checkout link inside the app (TechCrunch), which softens but
does not remove it. This only bites once you charge — but it is the same
audience-ownership trap the rest of this article warns about.

Soft lock-in. Email lists can be exported, but the social graph —
recommendation-network connections, Notes followers, comment history —

is not portable. This lock-in grows as a publication scales.

Delivery is not guaranteed — email has its own gatekeepers. An issue
reaching the inbox is not assured. Spam filters, sender-reputation systems,
and inbox tabs (Gmail’s “Promotions”) can divert or block a newsletter
before the reader sees it, with no notice to the sender. Email is not free of
algorithmic filtering, as is sometimes claimed; it simply answers to different

gatekeepers, over which the creator has even less visibility than on a social
feed.

The emailed copy is more limited than a web page. Email rendering is far
more constrained than the open web: HTML and CSS support varies widely
between mail clients, JavaScript and interactivity are stripped for security,
and long messages are truncated (Gmail clips anything past ~102 KB). Rich
or interactive work therefore lives on the web version each platform
publishes, not in the email itself.

beehiiv’s trade-offs. beehiiv is a venture-funded company optimising for
growth, so the same dependency question applies as with any hosted service;
its flat monthly fee also becomes a real cost once you run a paid list.

Ghost’s trade-offs. Ghost resolves most of Substack’s portability problems:
open source, self-hostable, full export of content and member data, and no
revenue share. But it has no built-in discovery network, and requires either a
paid managed plan or self-hosting with its technical demands. It is not the
most beginner-friendly starting point — it is where writers often move once
they have an audience.

4. Portfolio and website builders

Cargo, Squarespace, Wix
Advantages

Website builders offer professional-looking results with no coding required,
typically within a day, at a predictable monthly cost. For visual creatives in
particular, Cargo is designed specifically for portfolio work, with layouts
optimised for image-heavy presentation. Cargo has near-canonical status
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among designers and artists: distinctive, typography-forward templates for a
flat $14-19/month, with free student/graduate sites. All of these builders let
you connect a custom domain (yourname.com) rather than publishing only
on a subdomain of theirs (yourname.cargo.site).

Pitfalls

Hard content lock-in — the most severe of any option reviewed here. Wix
offers no full-site export; its architecture is proprietary and cannot be hosted
elsewhere, and blog content cannot be exported in a clean, standard format.
Squarespace offers only a limited export (blog posts and some pages as
WordPress-format XML); designs, product data and much else do not port.
Cargo’s documentation offers no export function at all — leaving means
rebuilding by hand. Lock-in is not felt in the first year; it becomes painful
precisely when the work has accumulated.

Third-party dependency without the compensating benefit of reach. Builders
offer less control than self-hosting and less discovery than social media, at a
recurring cost. The company sets pricing, features, and policies unilaterally;
an acquisition, price change, or shutdown leaves the creator with content

they may not be able to extract.

Template constraints. Design is limited to what the platform offers; Wix does
not even allow switching templates on a live site. For most portfolio
purposes this is acceptable, but it is a ceiling.

5. Hosted CMS platforms

WordPress.com, Medium
Advantages

Medium receives on the order of 100 million visits per month, the majority
arriving from organic search (Similarweb) — making it one of the highest-
traffic publishing venues open to individual writers. For writers with no
existing audience, Medium’s built-in readership and Partner Program offer a
route to reach and modest income. WordPress.com offers the world’s most
widely used publishing software as a hosted service — more control than

social media, no server maintenance.

Important distinction: WordPress.com is not self-hosted WordPress. The
hosted service (wordpress.com, run by Automattic) is a platform with plan-
dependent limits on themes, plugins and code. The open-source software
(wordpress.org) run on your own hosting belongs in the self-hosted category
below and is a different proposition.

Pitfalls

Medium rewrites the rules, and independent writers absorb it. Both income
and distribution depend on rules the platform changes at will. Its Partner
Program was reworked repeatedly within months — rewarding external
traffic from October 2025, re-weighting search traffic in November, email
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notifications in December, paywall conversions from February 2026
(Medium’s announcements; see also Writer’s Digest). The same volatility
runs through its editorial strategy, which has swung several times in its
history — toward curation, toward publications, away from them — with

independent writers repeatedly reporting declining distribution as priorities
shifted.

WordPress.com limitations. Lower-tier plans restrict plugins and custom
code, and the site is tied to Automattic’s infrastructure and pricing. Migrating
to self-hosted WordPress later is possible — content exports cleanly — but
requires technical work.

6. Self-hosted website
Your own domain, your own hosting, software of your choice (WordPress,
Hugo, Eleventy, Kirby, ...)

Advantages

A self-hosted website on your own domain is the only option in which the
creator fully owns their content, their archive, and their address. No third
party can suspend the account, change the rules, or shut down the service.
The site exists as long as the creator pays for a domain (from roughly
€5/year) and hosting (from around €2—3/month, or free for static sites). Well-
known paid hosts include Hetzner, IONOS, DreamHost and SiteGround,;
static sites can be hosted free on GitHub Pages, Cloudflare Pages or Netlify.
Content can be corrected, expanded, and developed over time — a living

document rather than a frozen post.

The creator also controls the tools and the form. You can pick the software
that fits — a full CMS (WordPress, Ghost, Kirby) or a static site generator
(Hugo, Eleventy, Astro) — and swap it later, since the content is yours and
no single vendor controls the field. And you are not confined to a platform’s
fixed format: a self-hosted page can serve whatever the browser runs, from
text and images through interactive audiovisuals to 3D, games, or even VR.
The ceiling is the web platform itself, not a host’s feature list — though the
more ambitious the work, the more skill it takes.

The IndieWeb community has developed open standards for social
interaction between personal websites. Webmention, a W3C
Recommendation since 2017, lets sites notify each other about links, likes,
and replies — decentralised social interaction without a platform in the
middle.

Pitfalls

Setup complexity. A self-hosted site requires choosing a domain registrar, a
hosting provider, and a CMS or static site generator — and configuring them
to work together. For non-technical creatives this remains a genuine barrier,
though AT assistants have lowered the threshold considerably: what once
required a developer can now often be done in an afternoon of guided work.
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A subtler barrier sits before the technical one: there is no canonical path. The
sheer range of registrars, hosts, and content tools — each with its own trade-
offs and none an obvious default — makes it hard to know what “best
practice” even is, and that uncertainty stops many people before they begin.
One small non-technical step belongs here too, at least in Europe: a site that
isn’t purely private needs an imprint naming who runs it (strictest in

Germany and Austria; elsewhere, including the US, usually not required).

Discoverability. A personal website comes with no built-in audience and no
algorithm working to spread it: there is no ready-made network of followers
to carry a post onward, and nothing automatically places it in anyone’s feed.
Readers must first find it through search or links; only then might they
choose to follow along via a web feed or email. Nothing stops the link from
travelling, though: a page on your own site can be shared anywhere — social
media, group chats, messaging, email, a newsletter — so it can still reach a
wide audience. This takes deliberate effort rather than happening on its own,
but people do it routinely. Search itself remains an important way people
discover new websites — but it is being reshaped. Increasingly, Al-generated
answers resolve a query on the results page itself, so people click through to
the underlying sites far less often: Pew found users clicked a link only 8% of
the time when Google showed an Al summary, against 15% without one, and
just 1% clicked a link inside the summary (Pew Research, 2025). Habits are
shifting by generation too, with younger users increasingly starting on social
platforms rather than search engines (Sprout Social, 2025).

Social interactions are thin for most visitors. Webmentions work, but only
between sites that implement the protocol — still a small corner of the web.
For most visitors, the familiar interactions (likes, shares, comments) are
absent or require extra steps. This is the sharpest practical disadvantage
compared to social media.

CMS dependency. A self-hosted site is only as independent as its software.
Many people reach for a content management system (CMS) — WordPress,
Ghost, Kirby and the like — but you don’t have to: you can pick a different
one, or none at all and edit HTML files directly. If you do use a CMS, it is
always a dependency on the people who maintain it, even when it is open-
source. WordPress shows how real this risk is. It powers roughly 43% of all
websites, yet its control is unusually concentrated. In a 202425 governance
crisis, co-creator Matt Mullenweg — who runs both the commercial
Automattic and the open-source project’s infrastructure — cut off a major
host’s access until a court ordered it restored (TechCrunch; timeline). The
episode showed that the governance of software running two-fifths of the
web rests, structurally, with one person.

Format lock-in — and the durable way out. What matters more than the tool
is the format your content is stored in. If it sits in a proprietary or opaque

format, or in a system with no clean export, it is hard to move. If it is stored
in the web’s native formats, it stays easy to move, whatever system happens
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to hold it. Plain HTML is the most durable: the first website from 1990 still
renders today, with no CMS, database, or build tool. Markdown is a close
second — plain text that compiles to HTML and converts to almost anything.
Content in either can be carried to any tool with little effort. Content trapped

in a proprietary format cannot.

Maintenance burden. A self-hosted site needs some ongoing attention:
software updates, security patches, backups. With a static site this approaches
zero; with a dynamic CMS it is small but real — an unpatched CMS is a
common target for attackers, so neglect has a cost. The domain needs the
same diligence: it is yours only as long as you keep renewing it, and a missed
renewal can mean losing the address — and everything this article credits it
with — to someone else.

Web feeds: following without an algorithm

Two ways let a reader follow your work directly, with no platform deciding
what they see: email, as discussed above, and the web feed. A feed (the main
formats are RSS, Atom and the newer JSON Feed) is a machine-readable list
of your latest posts that a reader adds to a feed-reader app. From then on
everything you publish arrives in full, in order, with no ranking, no ads, and
no account. The reader can export their entire subscription list (as OPML)
and move it to another reader whenever they like. It is the open-web
counterpart to the email relationship: reader-controlled, portable, and free of

any intermediary’s algorithm.

Web feeds are not a property of self-hosting. Newsletter platforms (Substack,
Ghost, beehiiv) and hosted CMSs (WordPress.com, Medium) publish feeds
too, as do Mastodon and Bluesky. The conspicuous exceptions are the walled
social platforms — Instagram and TikTok — which offer no feed at all. So
the open web hands creators and readers a way to connect that the most
enclosed platforms deliberately withhold.

The honest limit is adoption. Feed readers are a minority habit — the
shutdown of Google Reader in 2013 is the usual marker of the format’s
retreat from the mainstream — so for reaching new people a feed does little.
Its value is different: a durable, algorithm-free channel to the readers you
already have. It quietly underpins podcasts and much of the newsletter world

even where the letters “RSS” never appear.

POSSE: your site first, platforms second
POSSE — Publish on your Own Site, Syndicate Elsewhere — is the

IndieWeb strategy for combining ownership with reach: publish on your own
domain first, push copies or links to platforms afterwards. The canonical
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URL is always yours. The platforms become distribution channels rather than
the home of the work.

In principle, POSSE is the best of both worlds. In practice, the approaches
range from posting by hand to automated tooling that has improved but

remains uneven:

Manual syndication — posting to each platform by hand — is tedious but
reliable, needs no tooling, and is what many practitioners actually do. Among
the automated options, EchoFeed watches your site’s RSS feed and posts
new items automatically to Mastodon, Bluesky, Micro.blog, Discord and
others — a hosted tool requiring no server of your own (free for one feed,
$25/year beyond that), currently the most accessible option. Micro.blog
(from $1/month) hosts your site and cross-posts to Mastodon, Bluesky, and
Tumblr; the most beginner-friendly package, at the price of introducing its
own platform dependency. Bridgy is the long-standing IndieWeb syndication
tool, powerful but requiring Webmention and Microformats support on your
site — a technical baseline most builders don’t meet. Bridgy Fed goes
further: it can turn your website itself into a followable account in the
Fediverse and on Bluesky. General automation tools (n8n, Zapier) can wire

RSS to social posting but need setup and maintenance.

Two caveats temper this. Instagram and TikTok resist POSSE from both
directions. They support none of these automated tools, because their APIs
do not permit meaningful third-party posting for personal accounts, so
syndication there must be done by hand. And even by hand, neither makes
external links clickable in post captions, so a link back to your site is
confined to the link-in-bio or, on Instagram, a Story sticker. That undercuts
POSSE’s core move of sending viewers to your canonical page, and it fits the
platforms’ incentive to keep users from leaving.

The other caveat applies everywhere: interaction happens on the copies, not
on your own site. Readers like, comment, and share on the platform versions.
So that is where the activity gathers. Your site keeps the permanent record
but sees little of it.

How to choose

Every option in this article carries real downsides, set out above. Choosing is
therefore less about finding the best venue than about deciding which trade-
offs you can live with, which depends on what you are optimising for. The
options are also not mutually exclusive, and most practitioners combine

several:

« Optimising for reach right now, starting from zero: the platforms with
recommendation engines (TikTok, Instagram, Substack, Medium) are
where the chances of discovery are highest — against the loss of control
documented above: reach set by the algorithm, your work harvested for
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the platform’s profit (increasingly to train AI), and no guaranteed claim
on your account, audience, or archive.

e Optimising for community and conversation without ads or algorithms:
the federated networks (Mastodon, Bluesky) offer chronological,
surveillance-free interaction — against small audiences, slow discovery,
and dependence on whichever server hosts you.

e Optimising for a direct relationship with readers: email reaches
subscribers without an engagement algorithm ranking it — against a

dependence on a newsletter platform, uncertain deliverability, and the
limits on ownership and format covered above.

» Optimising for a professional presence with little effort: a portfolio
builder delivers one within a day — against content lock-in, as export is
limited or absent and the work is hard to move later.

» Optimising for owning your content and creative freedom over the long
term: a self-hosted website on your own domain offers the strongest
ownership and portability, and maximum freedom over tools and form —
against setup effort, ongoing maintenance, and weaker built-in discovery.

Author’s perspective

Despite its setup costs and discoverability challenges, I think a self-
hosted website on your own domain is the most durable choice for
anyone who wants to publish independently. Every other option here
means handing control to someone else — over reach, revenue,
moderation, and whether the work stays online at all. The self-hosted
site’s pitfalls are real, but finite and mostly solvable. A platform’s pitfalls
are not: they grow over time, because the platform optimises for itself,
not for you. A middle path — a platform for discovery, your own site as
the archive — is entirely reasonable.

Ultimately this is a values judgement, not a technical fact, and the aim of
this article is to make it an informed one. I should be honest about my

stake: this is something I work on directly — through design research, my
own website, and working with design students — so I hold this view as a

participant, not a neutral observer.

For me, this is what independence is for. The web’s promise was that
anyone could be heard without asking permission. A web with many
independent voices is better than one shaped by a few big platforms. The
real question may not be whether to return to a site of your own, but why
it took so long to ask.

A note on evidence

The claims in this article rest on evidence of uneven strength:
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The strongest tier is peer-reviewed research (boyd, Gillespie, Zuboff,
Couldry & Mejias, though these are largely argued positions, not settled
facts) and primary documents: court records, W3C standards, platforms’ own
documentation. Within that tier the claim that algorithms amplify outrage
rests on firmer ground than the rest: Brady et al. (2017) is an empirical
finding — a measured effect of moral-emotional language on diffusion —
rather than an argued position, and Crockett (2017) synthesises the
mechanism. The shaping of behaviour by these incentives is well evidenced,

even where the platforms’ intent is not.

The middle tier is journalism, cited for events (the TikTok blackout, the
Instagram suspension wave, the WordPress governance dispute) that were
reported by multiple independent outlets.

The weakest tier is industry research: the organic-reach percentages come
from social-media-analytics vendors whose methodologies are proprietary
and whose business benefits from the “reach is dying” narrative. The
direction of decline is corroborated across many sources, the precise figures
are not. The Gen Z search statistic is a single vendor survey. TikTok’s loss
estimate comes from TikTok’s own court filing, an interested party.

Where the article offers interpretation rather than fact, the text marks it as
such (the advertising explanation for declining reach, judgements about
platform incentives). Finally, the fast-moving numbers (user counts, traffic,
prices) were verified in August 2026 and will age; treat them as order-of-
magnitude orientation, not current data.

A note on Al use

This article was written with the help of an AT assistant. It was used for
research and fact-checking (locating sources, verifying figures, surfacing
counter-evidence) and for structuring and editing the prose. It did not decide
the article’s argument or conclusions. Every claim was checked against the
cited sources, and the judgements throughout, including the
recommendation, are the author’s own.

About the author

I research independent publishing and the open web as a design researcher at
the Technische Hochschule Niirnberg Georg Simon Ohm (the Ohm). My
website is where that work lives and grows — this article is one part of it,
with more to come.
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